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ABSTRACT 
A home-based health care system requires the integration of environmental control and 

patient monitoring with real time communication and document management. To collect, 

store and analyze large amount of data coming from a diversity of nodes, ranging from 

sensors to high resolution cameras a new communication platform is needed. The 

proposed middleware uses the event-driven architecture that follows publish-subscribe 

pattern for small and structured data exchanges between nodes. The presented platform 

permits to save, search and replay huge amount of heterogeneous data, using distributed 

document oriented database.  The platform uses the MapReduce programming model to 

automatic anomaly detection. It can be use to monitor and reconfigure the system, to 

generate statistics. Large numbers of performance tests for the communication and 

automated data processing layer are presented using the implemented framework. 

Keywords: E-health system; Event driven architecture; Distributed non-SQL databases; MapReduce; 
Environmental control 

 
1. Introduction 
As the governments recognize the importance of 

home-based health care, this industry is growing 
quickly. To achieve the goal of providing accessible, 
effective, efficient and comprehensive health care an 
integrated information solution is needed. In the same 
time smart home technology can improve the 
comfort, communications, energy saving, and 
enhance both personal and building security for 
everyone. [1] The major requirements for the solution 
are: 
- Environmental control and patient condition 
monitoring through interoperating electronic 
equipment. 
- Integration of numerous technology based devices. 
- Real time communication between the service 
provider, the service receiver and other affected roles 
as family and friends. 
-  Develop and supervise different scenarios for 
identifying of the deviation of the prescribed values. 
- Make these service solutions available to as many 
people as possible in a standard and clear way. 
- The daily management activities of the home 
service and institution get more efficient and cheaper. 

The smart environments creates new opportunities 
as searching and combining bits of information, learn 
and adapt to user demands, assure the adaptability 
based on the analysis of the stored data [2]. The data 
flow generated by sensors can vary from a few bytes 
to a video stream. Storing this type of data can have 
different purposes. The user can visualize the state of 
the sensors from a specific location at a specified time 
eventually when some events are encountered. The 
system can optimize some control parameters based 
on long time analysis of the data, or define the 
parameter adaptation rule based on the real time 
pattern analysis of the data streams. The system 
should be easily extended with new processing rules 
regarding to alert condition, out of band condition; 
and new parameters should be added later to stored 
data. The system should support time sensitive 
analysis and retrospective analysis in the same time 
and applies the appropriate paradigm in each case. 

Based on the presented requirement the proposed 
distributed platform can integrate in a seamless way a 
diversity of interacting nodes, ranging from tiny 
sensors, up to users inside a video conference. The 
platform presents uniform interface and can be easily 
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integrated in existing information systems and 
solutions. The platform can be viewed as a set of 
interconnected components with layered architecture. 
The logical management layer has service oriented 
architecture. It is responsible for formatting and 
extracting the data, for automatic analysis and 
processing. It also manages the information and rights 
of the users and assures the interconnection with 
other systems. The lower communication layer uses 
the event-driven architecture that follows publish-
subscribe pattern for small and structured data 
exchanges between nodes. The data storage layer 
hides the used underlying database system and in the 
same time provides a storage support for this hybrid 
communication model. 

This paper present the architecture and 
performance analysis of the communication layer 
including the data analysis and processing closer to 
the sensor using MapReduce programming model.  In 
the presented distributed framework we propose a 
new way to store data streams, like multimedia 
frames coming from large number of audio/video 
sources or other data coming from sensors in a 
document oriented database and present in unified 
way to the user at request. The structure of the 
document can vary from one to another, but the 
structure doesn't have to be defined. This brings a big 
advantage since the data structure can be easily 
modified without affecting the whole system, making 
it ideal for applications where the data structure is not 
or cannot be defined from the beginning. 

 
2. Related works  
As a major problem with smart home design is the 

integration and interaction among heterogeneous 
subsystems, a large number of recent papers try to 
summarize the design requirements. In [3] the authors 
reviewed and analyzed the design, methodology, 
approach, upcoming trends and developments in 
housing technologies and concepts. In this paper, the 
authors provide answers to questions on the 
feasibility and impact of new technologies on future 
lifestyle and dwelling in the domain of real estate 
without proposing a unique solution.  

Many authors define the services to be provided 
by the smart home environment in the volume: 
Impact and wider potential of information and 
communication technologies [1]. These can be 
summarized in the following. Passive alarm systems: 
do not requires the interaction of the person. Remote 
support for family careers: includes all kinds of 
telecommunication based activities. Advanced 
services using video telephony: include remote 
monitoring and video-based alarm services. 
Permanently read, record and analyze the 
physiological and psychological variables in real-life 
conditions.  [1] 

A proposed open source health care messaging 
integration engine, Mirth is presented in [4].  Based 
on a unique client-server and enterprise service bus 

hybrid architecture, Mirth supports the development 
of interfaces for moving data between two or more 
systems, but gives not a solution for the previously 
defined requirements. 

Recent work in the area of ambient assisted living 
and smart home environments has the focus on the 
software architecture of the system [2], [5] and 
interaction between components [6]. The majority of 
the proposals and industrial solutions provide a 
customized, personal environment to the users of this 
space and possibility to define control scenarios [7], 
[8].  This type of systems offered limited support for 
data persistence in the past, the decisions are based on 
the current data, or the past data stored in memory.  

On the other side large number of web based 
distributed storage systems including image and 
video stream storage are implemented using 
distributed file systems, Non SQL database or clouds 
for data storage, without any connection with 
physical devices [9], [10], [11].  Large monitoring 
systems can accumulate huge amount of data that 
should be processed in real time [12]. Google propose 
MapReduce programming model for processing large 
data sets, [13] other papers focus on the data mining 
algorithms applied in distributed storage system [14].   
Data mining, clustering and pattern analysis are 
important requirements of the health care systems and 
should be integrated in the proposed platform. Our 
goal was to develop a configurable and extensible 
engine to provide the functionality for data collection, 
storage, processing from distributed heterogeneous 
environment and to encourage the use of standards-
based messaging as a system integration solution. 

 
3. Middleware Architecture 

The system will consist of different interacting 
nodes, ranging from tiny sensor nodes, up to powerful 
machines and multimedia equipment. The 
middleware creates a communication layer named 
Heterogeneous Messaging System to connect and 
manage different types of endpoints from physical 
devices like switches to users inside a video 
conferencing. The platform uses XMPP for meta-data 
exchange (like session initiation, device managing 
requests, etc.) and small structured data generated by 
endpoints (e.g. events: a switch change its state, an 
alarm sensor detected movements, blood pressure 
read by a sensor changed, etc.). For high quantity, 
binary data (e.g. video and audio streams) out-of-
band protocol is used depending of the type of 
stream. At the highest level there will be a set of 
interconnected XMPP servers over the Internet. 
Those interconnected XMPP servers will represent 
the backbone of the middleware and will route the 
messages between nodes as users, physical devices, 
conferencing sessions, automation scripts. The 
distribution of the XMPP servers ensures proper load 
distribution, interconnection between resources 
managed by different authorities and geographical 
grouping.  
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On the XMPP server level the proposed platform 
features are implemented in a server side component 
which is connected to a regular XMPP server. The 
Module. Core is a server side component which 
exposes basic and common functionalities to be used 
by the other modules. Those functionalities include: 

• communication with the XMPP world.  
• nodes management.  
• interconnection with the physical bus 
• persistent storage. 
To assure the interoperability between different 

vendors' specific devices a dedicated module was 
created for every type of industrial bus (egg. LON, 
CAN, EIB...). The module communicates with the 
specific bus and transforms the physical devices 
information into node representation.  

A node is defined by status information, received 
commands, and generated events which depend on 
the type of the node. The type of the node is 
identified by the classes where it belongs. A node can 
be dynamically created by the Node Manager based 
on a XML description or based on the image saved in 
the database.  The Node Manager collects and saves 
automatically every modification in the registered 
node data in the Object Archive. When a saved data is 
required, it is loaded into memory and transformed 
into his runtime C++ representation. 

Some of the node types/classes includes: 
• collections - used to group other nodes 
• devices - physical devices used in environmental 

control and patient condition monitoring 
• sessions - conferencing sessions including 

audio/video/chat/etc. streams  
• scripts - use in control to bind certain actions 

and conditions to certain events. 
The main requirement is the runtime adaptability 

of the system. It must support extensions by new 
devices and services; the available resources have to 
be utilized efficiently. Even if the system generates a 
huge amount of information, not all information will 
require strict consistency of data for the information 
system to function correctly. 

The discovery mechanism is used to obtain 
information about devices, using the standard Service 
Discovery protocol defined in the XMPP extension 
XEP-0030[15]. A node can pose the following 
optional sub nodes: state and event hierarchy. The 
state sub node can be a leaf node; in this case the 
disco info query will return the entire state of the 
node, or a branch node, which can be queried 
individually. The state is divided into several parts to 
assign different privilege levels to the state variables. 
The events are also organized hierarchically and 
different events require different privileges to 
subscribe them. A user subscribing to a collection 
node (an event node tree) will receive events 
generated by all the descendants of the collection 
node. 

The transport of the binary data from a source to 
multiple destinations is handled by the controller 

nodes. The access to the binary archives also is 
realized indirectly, through the controllers. Usually 
this complements the XMPP servers which distributes 
small pieces of XML oriented data and is not suitable 
for distributing large quantities of binary data like 
video, audio, appsharing streaming or files. The 
controller poses two types of communication 
channels: one for controlling the way data is 
distributed based on XMPP protocol; other for actual 
large data transport. The controller is exposed in 
middleware as a node attached to a component.  The 
controllers are managed by so called Binary Manager 
Nodes, like monitoring node or conference node. The 
Binary Manager can have information about other 
Binary Managers situated at the same module or at 
other modules. The Binary Manager periodically 
collects statistical information from its controllers. 
The collected information contain: CPU load, 
memory usage, I/O usage. From these statistics the 
Binary Manager creates a graph of the connected 
controllers for a certain binary. The selected 
controllers can be situated in different systems [fig.1]. 

 

Fig. 1 – Middleware architecture 
 

The Persistent Storage layer stores the state of the 
node, the messages received from the physical 
devices, and the binary streams. We chose Mongo 
DB, a non-SQL Database for distributed data storage, 
but the proposed storage layer can easily adapt to 
other document oriented databases. Most of the 
document oriented databases, like Mongo DB, 
permits the use of indexes which highly speeds up the 
search of documents. A very important feature 
introduced in Mongo DB is a mechanism called 
sharding, which permits the horizontal partitioning of 
the database [16], [17]. Mongo DB sharding 
mechanism doesn't support automatic dynamic data 
balancing or automatic configuration. The shard 
system can be very reliable if we extended it with 
replication. In practical use all of the shards instances 
can be a replica set. A replica in the replica set is a 
mirror of the original shared instance. Although 
Mongo DB is powerful and attempts to keep many 
features from relational systems [18], it offloads 
processing and logic to the client side. For this reason 
we extend Mongo DB framework to assure efficient 
storage and retrieval processing of nodes, events and 
binary streams.  
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The manager unit uses a pool of database 
connections, taking advantage of using multiple 
database connections in parallel and also reusing 
them. Continuously monitoring the read, write 
performance the number of the connections in the 
pool can be adjusted dynamically. 

 
4. Data processing 

To create a smart environment that is sensitive, 
adaptive and responsive to the environment changes 
two distinct data processing model are included in the 
middleware: data driven script running and stored 
data analysis based on MapReduce paradigm. The 
event based communication layer hides the 
heterogeneity of the different data sources and assure 
uniform input to the users construct data-driven 
scripts and save the received events in non-SQL 
Database.  In order to accommodate a wide variety of 
data types, the data is stored and referenced as a 
hierarchical key-value pair collection. The stored data 
are continuously analyzed to recognize different 
anomalies or to anticipate users’ needs and to control 
the devices. 

Scripts can be created at the system configuration 
or can be dynamically defined by the user. The user 
selects the desired events and the script runner 
automatically subscribes to the selected events. The 
granularity of the scripts can vary from the regular 
expression to a complex state machine written in 
Python. The script runner is a generic XMPP node, 
receiving events and starts the corresponding script. 
Scripts can be started dynamically without the need 
for restarting existing services. Due to the 
communication layer architecture any number of 
script runner can be run distributed in the system  A 
new script runner can be started automatically by the 
platform if the number of the scripts grow or the 
scripts should be closer to be observed, controlled or 
to reduce the network delay.  

Scripts can generate events that trigger additional 
scripts or send commands to devices. In addition, 
clients can send events to scripts to start stop one of 
them or to change some parameters over the XMPP 
network. 

Scripts can detect out of bound values from vital 
function monitoring devices (e.g. pulse, blood 
pressure, oxygen saturation) and send emergency call 
automatically.  In health care system it should be very 
important to monitor the exact position of the patient 
to control the environment condition automatically 
(light, heat) or to detect that patient has fallen and 
notify the nearby person.  The script parameters can 
be personalized for the individuals monitoring and 
saved for a better interaction of the user with the 
devices and scripts. In the same time it should be very 
uncomfortable when the system takes decisions for 
which the user wants to keep control. A hybrid 
solution where system continuously exposes the 
events from the devices and scripts ensure that user 
can override the script decision or modify some script 

parameters. 
MapReduce is often used to analyze data, such as 

system console logs stored in cluster [20]. The 
MapReduce architecture consists of a single master 
node and many worker nodes. The master is 
responsible for splitting the data, sending the data to 
the worker tasks and aggregating the result. This 
programming paradigm can be used to data 
aggregation, sorting of large distributed dataset, 
search in distributed data, pattern analysis. The user 
defines the map function that should be applied to key 
- value pair generating intermediate data of key - 
value type. The user defined reduce function 
combines these intermediate values to generate the 
result [16].  The system hides to the user the data 
partitioning for the map or reduce function, the 
number of parallel tasks, and the error recovery 
mechanism and communication layer details.  

Our system continuously generates input data 
from a large number of sensors. To generate real time 
events based on input data pattern, to recognize some 
anomalies or dependencies between the inputs the 
periodic analysis of the data can introduce significant 
latency. Using the incremental MapReduce of Mongo 
DB prevents the aggregation of the entire data set 
each time when new results are compute. To perform 
incremental map-reduce, take the following steps: 

- First, run a MapReduce job over an existing 
collection, and output the data to its own output 
collection. 

- When the number of the incoming data exceed 
some limit, some alarm condition are activated, or 
simply the periodic timer was expired  run a second 
MapReduce job, but use the query option to filter the 
documents to include only new documents. 

- Use the reduce output option. This will use your 
reduce function to merge the new data into the 
existing output collection [16]. 

Other implementation of the incremental 
MapReduce runs continuously, accepting new data as 
it becomes available and analyzing it immediately 
[19], [21]. This allows for near-real-time analysis of 
data streams received from environmental sensors 
[20].  The proposed solution does not allow the users 
to create interactive queries or processing functions, it 
only allows filtering the input based on the selected 
key. 

Our framework assures dynamic interrogation of 
the sensor data collection based on the relation 
between the generated events. For example we can 
count the total time that one specific user spent in 
some area based on the simultaneously analysis of the 
involved GPS tracking device, access control devices,  
door sensors, motion sensors, without the explicit 
selection of the devices. To describe the relation 
between the entities we use Resource Description 
Framework based model. The predicate use in RDF 
description form the basic set of the queries.  

To reduce the processing time and to avoid 
multiple runs of map and reduce functions the input 
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data should be filtered. If it is a complex query option 
it should be difficult to obtain the desired incremental 
run in a single step, instead a pipelined map function 
is applied.  Count the time spent on every room for a 
specific user. Make a synthetic analysis of the vital 
function parameters accounting the anomalies but 
take in consideration that the allowed interval varies 
with the user activities (egg. sleeping, sport, walking). 

 
5. Performance analysis 

The performance test of the proposed distributed 
framework were carried on a real monitoring system 
installed at "Vitensenteret for Helse og Teknologi" 
some other small health centers Norway. The health 
center in Drammen contain 100 environment sensors, 
recording temperature, humidity or light information, 
bed sensors, tracking devices,  motion sensors, RFID 
based access control, along with 5 cameras with 
microphones generating multimedia streams. Beside 
the read and write speed of different types of data, the 
system has to guaranty continuous processing and 
interactive search and video replay.  

The granularity of the data varies from small sizes 
events of 20 byte up to video chunks of couple of 
megabytes. The performance analysis has taken 
account of the heterogeneity of data at the transfer, 
storage and processing layer. Capture, replay, 
monitoring, conferencing applications were built 
based on the created middleware. We have tested 
multiple scenarios for saving and replaying the data 
streams, for generating alarms and notification based 
on the data collected from the sensors. 

Fig. 2 – Insert time of sensor events 
 
 In the first measurement we compare the average 

time to save events (50-200 Bytes) in storage layer 
using the Mongo DB Python API and the proposed 
framework. The platform collected events from a 
huge number of sensors, so we measured the total 
time and average time of one event insertion for 
number of 1000 and 5000000 events in a single lot. 
The final size of the collection has reached a size of   
500 Gbyte. The average insertion time for a non 
indexing collection (0.1164 ms) was 10% less 

compared to insertion time in indexed collection 
(0.1268 ms), but 3 times shorter than the average time 
obtained by the Python API (0.36931 ms) due the 
local aggregation of the events and the pool  of 
connection usage [fig. 2]. 

In order to determine the number of the shards and 
controllers in our platform we measured the 
throughput of the video stream save and replay 
operation. In the write speed test we have inserted 
several gigabytes of data using one, two, or four 
simultaneous writers [fig. 3]. The average write speed 
of the streams is greater than simple insertion in files, 
since Mongo DB uses memory-mapped files for I/O 
operations which means that the data is stored first in 
memory and then it is flushes periodically to the disk. 

Fig. 3 – Averages write speed with multiple writers 

In figure 4  we can see the average read speed of a 
stream. Different scenarios were tested with one, two 
and four simultaneous reads. The total size of the 
stream in the database was 500 GB and every reader 
has started from random positions and continuously 
read one GB of data. We can see that the read 
operation is scalable. 

Fig. 4 – Averages read speed for multiple readers 

The major requirement of the health care system is 
to search, process and retrieve data from large 
heterogeneous dataset. First of all we analyze the 
search time of different collection size.  For each 
collection 1000 of random search operation was 
initiated using indexed and non indexed properties. As 
we can see in table 1, the search time for non indexed 
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properties is proportional with the size of the 
collection (number of inserted events) but is less 
sensible in the case of indexed properties. 

 
Table 1. Search  time (ms) for different collection 

Number 
of events 

Non indexed Indexed 

50000 22.6753 0.06424 
500000 212.7557 0.06621 

1000000 411.0817 0.07068 
5000000 2248.2911 0.07441 

 
In most of the situation the search operation was 

followed by the aggregation of the results. The next 
experiments evaluate the processing time using 
MapReduce technique.   We account the number of 
alarm events send by the GPS tracker devices in a 
certain area. In table 2 we can see the processing time 
for MapReduce applied to whole collection and 
incremental MapReduce for indexed and non indexed 
collections. The incremental operation was applied at 
every 1000 new inserted events.  

 
Table 2. Processing  time (s) for different collection 

Number 
of events 

Normal Incremental 
Non Ind. Ind. Non Ind. Ind. 

1000 0.308  0.147  - -  
10000 2.4827  0.396  0.297 0.076 

100000 36.6065  1.232  0.238 0.075 
1000000 635.676  6.139  1.523 0.135 

 
6. Conclusions 
 
The proposed middleware platform has the ability 

to integrate different equipment into the system and 
create a generic event base notification platform 
combined with real time communication streaming. In 
the same time data analysis, automatic processing and 
presentation are encapsulated in different services that 
ensure the integration with information solutions. To 
create an integrated approach to healthcare the 
platform supports dynamic service discovering and 
can be completely personalized to the individual.  
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